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Question 1: Next Generation Sequencing

1A) (2pts) You are choosing a next-generation sequencing platform to resequence human genomes.  Platform A and Platform B both generate high quality reads at a similar price point (~10GB of data for $2000).  However, Platform A produces 150bp reads, but cannot produce “paired end” reads.  Platform B produces 36 bp reads but it supports paired end reads – the 36bp reads are separated by 3000 bp (+/-300bp) in the genome.  Which Platform should you choose and why? 
Platform B.  Platform A will not allow you to map sequences back uniquely due to the high repetitive content of the human genome.  Alu elements are ~300 bp, and a 150 bp read will not span this element.

1B)  (2pt)  A recent publication found that people with a particular mutation 
(A->T) in the MAT gene are highly likely to live to 100 years.  You sequence your own genome to see if you have this mutation.  The base pair in question was sequenced 3 times, with Phred-like Quality scores of Q10, Q20, and Q30 for each read respectively.  (the quality score gives you the probability of an error: QS  = -10*log10 (Error probability).  All three reads indicated that you have the T mutation in the MAT gene.  What is the probability that you are actually wildtype for this allele (ie that you actually have the A allele)?  Assume all substitutions are equally likely. Hint: Remember there are three possible base substitutions at this position.
The probability of getting 3 “A->T” errors is 0.001/3*0.01/3*0.1/3.  = 1e-6/9 or about 1e-7.

Is important to note that Q10 means that there is a 0.1 probability of the T being wrong, but what was asked was the probability of T been wrong and the base been an A.
1C) (2pts)  Your colleague, Hap Lo Tipe, has devised a way to separate, amplify, and sequence single human chromosomes from single cells.  This allows you to sequence each of your 46 chromosomes separately and recover full haplotypes.  Most human genomes have ~300,000 rare SNPs (e.g. not in dbSNP).  You are interested in sequencing your genome at a sufficient accuracy to have a nearly complete catalogue of your rare SNPs.  More precisely, you want to have a list of all of the SNPs in your genome that aren’t in dbSNP, and you want this list to be reasonably accurate – 95% of the SNPs on the list should be correct (no more than 5% due to sequencing errors).  What is the maximum consensus error rate that you can tolerate in the final sequence?  (remember a human diploid genome is 6e9bp)

 (FalsePos / (300,000 + FalsePos)) < 0.05   You can tolerate no more than 15789 errors.

Error rate= # errors/bp =  15,789 / 6e9 = 2.6e-6 error rate 

1D) (2pts)  If platform produces raw sequencing reads that are uniformly Q20, how much coverage is needed at a given base to ensure that the consensus error rate is lower than the value you found for part C? 

3 reads = 1e-6 < 2.6e-6 so 3x coverage.

1E) (2 pts) If you sequence your genome at an average coverage of 5x, what fraction of bases in your genome will be sequenced at the required accuracy?

Need 3x coverage.  At 5x mean coverage, 87.5% of the bases will be sequenced 3 times or more.

Use Poisson:  Poisson(0,5) = 0.0067 

    Poisson(1,5) = 0.034



     Poisson(2,5) = 0.084

1 – sum of above = 0.875 or 87.5%

Question 2.  Blast

The default parameters for Blast use the Blossum62 substitution matrix (shown below), a gap opening penalty of –11, and a gap extension penalty of -1.

   A  R  N  D  C  Q  E  G  H  I  L  K  M  F  P  S  T  W  Y  V  

A  4 -1 -2 -2  0 -1 -1  0 -2 -1 -1 -1 -1 -2 -1  1  0 -3 -2  0 

R -1  5  0 -2 -3  1  0 -2  0 -3 -2  2 -1 -3 -2 -1 -1 -3 -2 -3 

N -2  0  6  1 -3  0  0  0  1 -3 -3  0 -2 -3 -2  1  0 -4 -2 -3  

D -2 -2  1  6 -3  0  2 -1 -1 -3 -4 -1 -3 -3 -1  0 -1 -4 -3 -3  

C  0 -3 -3 -3  9 -3 -4 -3 -3 -1 -1 -3 -1 -2 -3 -1 -1 -2 -2 -1 

Q -1  1  0  0 -3  5  2 -2  0 -3 -2  1  0 -3 -1  0 -1 -2 -1 -2  

E -1  0  0  2 -4  2  5 -2  0 -3 -3  1 -2 -3 -1  0 -1 -3 -2 -2  

G  0 -2  0 -1 -3 -2 -2  6 -2 -4 -4 -2 -3 -3 -2  0 -2 -2 -3 -3 

H -2  0  1 -1 -3  0  0 -2  8 -3 -3 -1 -2 -1 -2 -1 -2 -2  2 -3  

I -1 -3 -3 -3 -1 -3 -3 -4 -3  4  2 -3  1  0 -3 -2 -1 -3 -1  3 

L -1 -2 -3 -4 -1 -2 -3 -4 -3  2  4 -2  2  0 -3 -2 -1 -2 -1  1 

K -1  2  0 -1 -3  1  1 -2 -1 -3 -2  5 -1 -3 -1  0 -1 -3 -2 -2  

M -1 -1 -2 -3 -1  0 -2 -3 -2  1  2 -1  5  0 -2 -1 -1 -1 -1  1

F -2 -3 -3 -3 -2 -3 -3 -3 -1  0  0 -3  0  6 -4 -2 -2  1  3 -1 

P -1 -2 -2 -1 -3 -1 -1 -2 -2 -3 -3 -1 -2 -4  7 -1 -1 -4 -3 -2 

S  1 -1  1  0 -1  0  0  0 -1 -2 -2  0 -1 -2 -1  4  1 -3 -2 -2 

T  0 -1  0 -1 -1 -1 -1 -2 -2 -1 -1 -1 -1 -2 -1  1  5 -2 -2  0

W -3 -3 -4 -4 -2 -2 -3 -2 -2 -3 -2 -3 -1  1 -4 -3 -2 11  2 -3 

Y -2 -2 -2 -3 -2 -1 -2 -3  2 -1 -1 -2 -1  3 -3 -2 -2  2  7 -1 

V  0 -3 -3 -3 -1 -2 -2 -3 -3  3  1 -2  1 -1 -2 -2  0 -3 -1  4 

2A) (5 pts) Consider the following two alternate alignments of the same two sequences. Which is the better alignment and why?
H M N K E S P R K L A G A G L A 

H M Q R D T P K K – - - A G L A
H M N K E S P R K L A G A G L A 

H M Q R D T P K K - A G - - L A

The aligned residues in each alignment are identical, but the first alignment has a single gap three residues long which scores (-13), while the second alignment has two gaps which score (-23). Therefore the first alignment is better.

2B) (5 pts) Consider two different archeal lineages. The Histidinii genus contains ten different species in which the amino acid Histidine is 8% of the total amino acid content of their proteomes. The genus Glutaminii contains ten species in which Histidine is 2% of the total proteome. Assume that the probability of observing two Histidines aligned to each other in alignments of orthologs from within both groups of species is the same. If you were to construct two Blossum Matricies, one from each group of species, in which genus would the score for aligning Histidine to Histidine be higher? Why?

The score would be higher in Glutaminii. Because Histidine is rarer in the proteome in these species it is more surprising to observe two Histidines aligned in Glutaminii. In other words the denominator of the log odds score will be lower in Glutaminii so the score will be larger.
Question 3: Population Genetics

Assume we have a population of 1000 diploid individuals (2000 genomes) that is propagating according to the Wright-Fisher model, without mutation.  Further assume there are 2000 different alleles (i.e. each allele is different) and that each allele is neutral.  

A. (1pt) What is the heterozygosity, H, of the population (in a population genetics sense)?

H = probability of picking two alleles that are different = 1.

Here there were a lot of mistakes, People tried to use different formulas, in particular: H=1-G,

G=Probability of picking two times the same allele without replacement.

G=(1/2000)*(0/1999)=0

B. (1pt) After 200 generations, what is the expected heterozygosity of the population?

Ht = (1-1/2N)t H0 = (1-1/(2*1000))^200 = 0.9995^200 = 0.905

C. (1pt) What is the probability that allele number 1176 eventually fixes in the population?

1/2000

D. (1 pt) Assume there are 2 alleles in a population of 1000 diploid individuals that is propagating according to the Wright-Fisher model, without mutation.  The major allele is at a frequency of 0.8 and the minor allele is at a frequency of 0.2. What is the expected number of individuals that are homozygous for the major allele, homozygous for the minor allele and heterozygous?

Homozygous major = p^2 = 0.64 * 1000 individuals = 640

Homozygous minor = q^2 = 0.04 * 1000 individuals = 40

Heterozygous = 2*p*q = 0.32*1000 individuals  = 320

E. (1pt) If the population described in part D evolves for 100,000 generations, how many alleles do you expect to observe in the population?

One.

F. (2pt) If the population described in part D evolves for 100,000 generations and you observe two alleles at a frequency of 0.8 and 0.2 respectively, what would you conclude?

The reason was Balancing selection. 

However any other explanation that explains that there was an advantage of the heterozygotes over the homozygotes was given partial or total credit

G. (3pts) A new advantageous mutation, A1 fixes with a probability of 2*(1-h)*s.  (Remember 1 is the fitness of the A1A1 homozygote, 1-hs = fitness of A1A2 heterozygote and 1-s is the fitness of the A2A2 homozygote).  Suppose a new mutation confers a 5% fitness advantage on a heterozygous individual relative to the wildtype homozygote such that the relative fitness of individuals is as follows:

Relative fitness

A1A1 = 1.10

A1A2 = 1.05

A2A2 = 1

How much more likely is it that this mutation will fix in the population than a neutral mutation, if the population size is 10,000 individuals?  If the population size is 100,000 individuals? Assume that h = 0.5.  

Normalize to fittest homozygote:

A1A1 = 1

A1A2 = 1.05/1.10 = 0.954

A2A2 = 1/1.10 = 0.91
s = 1-fitness of the less fit homozygote = 1-0.91 = 0.09

2*1-h*s = 0.09 = chance that the mutations will fix, independent of population size

For a neutral mutation is not independent of the population size, and is given by the allele frequency or (1/2N)

1/20,000 = 0.0002 = chance that a neutral mutation will fix in a population of 10,000 individuals

Therefore, 0.09/0.0002 = 1800x more likely to fix in a population of 10,000 individuals, and 0.09/0.00002 = 18000x more likely in a population of 100,000 individuals

Question 4. Analysis of mRNA expression

4A) (2 pts) mRNA-Seq is a technique where one turns an mRNA sample into cDNA and then directly sequences the cDNA on a Next Generation Sequencer. The number of times a particular mRNA is sequenced (counted) is used as its measure of expression.  Consider an experiment where the same mRNA sample is analyzed by mRNA-seq and by hybridization to an Affymetrix™ oligonucleotide array.  Why might it be that the brightest spot on the array does not correspond to the mRNA with largest number of counts in the RNA-seq experiment? Which method would you trust more to give an accurate quantitation of the highest abundance transcripts?
Saturation of the array scanner and non-linearities in hybridization kinetics mean that the brightest spot on the array is not necessarily the most highly expressed gene.  mRNA-seq is probably better for quantitating high abundance transcripts because the dynamic range of the assay is only limited by how much sequencing one does. 

4B) (2 pts) mRNA levels of two genes were measured over a time course. At time point 8 the cells were treated with a drug. Do you think the Pearson Correlation Coefficient will be a good measure of the relationship between these genes? 

[image: image10..pict]
Probably not. The genes are perfectly correlated before the drug treatment and perfectly anti-correlated after drug treatment. The overall correlation between these genes will be low even though there is a strong relationship between them. A metric such as mutual information will better capture the relationship.
common errors include:

1, failed to notice the correlation change before and after the drug.

2, misinterpretation of Pearson Correlation Coefficient. Variance within the group has no effect at all.
4C) (2 pts) In the K-means clustering algorithm you must choose a number of clusters before starting the analysis. How can you know whether you have chosen the “right” number of clusters?

Several answers possible. Here are two. Compare the within and between cluster variance. If the within cluster variance is low, and the ratio of between cluster variation to within cluster variation is large (above some threshold) then the clustering “worked.”

Another way is to try the analysis several times, each time using different numbers of clusters. When the composition of the clusters doesn’t change much, (new cluster have very few members) you are probably at about the right number of clusters.

Possible errors: test the cluster with different random starting centroids.
4D) (2 pts) Consider a microarray with only six oligonucleotides spotted on it. Here is the raw UNSCALED data for an experiment in which mRNA from two different conditions was hybridized to the array.
Condition 1
Condition 2

Gene 1
10

20

Gene 2
10

20

Gene 3
10

20

Gene 4
10

20

Gene 5
10

20

Gene 6
100

20
What is the change in expression of Gene 1 between the two conditions after scaling the data from each array to have the same total intensity in each condition? Hint: the answer is NOT 2-fold.

20/(10*0.8) = 2.5 fold or (20 *1.25)/10 = 2.5 fold

4E) (2 pts) Consider the following data in which the expression of blix1 and blix2 were measured in biopsies from benign and malignant colon polyps. Write a linear equation that separates the data and show how you would use it to classify a new sample as either benign or malignant. 
[image: image2.emf]
Many answers will work. Here is one:

blix2 =3 + 2*blix1

if blix2 > 3 + 2*blix1 then classify as malignant

if blix2 < 3 + 2*blix1 then classify as benign

if blix2 = 3 + 2*blix1 then sample is not classifiable

Question 5. Molecular Cytogenetics.

(10 pts) Balanced translocations are implicated in certain types of cancers. Suppose you have a sample where you suspect there might be a balanced translocation somewhere in the genome, but you don’t know where. Describe a strategy to clone and sequence the exact nucleotides on each side of at least one of the translocation breakpoints. Justify your choice of methodologies.
We will be lenient with this as long as there are reasonable justifications that go along with the strategy.  One strategy might be as follows:

1) Spectral Karyotyping or G-banded karyotyping to identify which chromosomes are involved and approximate positions of the breaks

2) Order BACs in the general region to use as probes for Metaphase Fish. Metaphase Fish is appropriate because we want to see the chromosomes, and we expect the translocation to be large. Probes below the break will give two dots in the same position on the same chromosome. Probes above the break will give one dot on one chromosome and one dot on another chromosome.  A Probe that crosses one of the translocation breakpoints will give three dots. 

3) Subclone the BAC that crosses the break (or design PCR primers) to generate smaller and smaller probes that cross the breakpoint.

4) Repeat steps 2 and 3 to find the breakpoint along the other chromosome

5) Design PCR primers, one on each chromosome that will amplify the translocation junction from the sample, and sequence it to find the exact breakpoint

Some common errors here were:

a) Trying to map a translocation using microarrays, 

b) Using Metaphase Fish as first approximation, you first want to identify the chromosomes involved in the translocation.

c) Not describing how with the BACs Metaphase Fish it would be identified the break point.

Equations

Probability Distributions:

Poisson 

[image: image3.png]for z=0,1,2,



where
· e is the base of the natural logarithm (e = 2.71828...) 

· x is the number of occurrences of an event - the probability of which is given by the function 

· x! is the factorial of x
· λ is a positive real number, equal to the expected number of occurrences that occur during the given interval. 
Binomial
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n = number of trials

k = number of successes

p = probability of success
Gaussian or Normal 
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Sigma = standard deviation

Mu = mean

Equation for calculating the log odds score for entries in a Blossum Matrix
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Pearson Correlation Coefficient
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Where:

 n=number of conditions

x=average expression of gene x in all n conditions

y=average expression of gene y in all n conditions

Sx=standard deviation of x

Sy=standard deviation of y

Equations from Population Genetics 

Rate of fixation (neutral model)

K = u

Heterozygosity

Ht = (1-1/2N)t H0
Mutation Drift balance
Heq = 4Nu/(1+4Nu)

Mutation-Selection balance

q = u/hs

Jukes Cantor

P(D) = ¼ + ¾ e-(4/3) D
D = average number of substitutions

P =  probability that the pair of aligned bases are identical

� EMBED Equation.3  ���
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