Genomics Final

Question 1:  Molecular Evolution

1. (4 points) The X chromosome differs from the autosomes in many ways. Empirically, the X evolves a different rate than the autosomes. Give two different explanations? 

Answer 1: Mutation - If males have a higher germline mutation rate than females the X would evolve slow since it spends two thirds of its time in females but one third in males. 

Answer 2: Selection – If there are more functional sequences on the X then it will evolve slower. Alternatively, if adaptive mutations are recessive then the X will accrue more adaptive changes since recessives can be selected in males.

Most people got full credit for mentioning the words “selection” and “mutation” as explanations. Some of you came up with pretty creative ways in which these forces might be acting on the X chromosome differently from the autosomes!

2. (3 points) Suppose two duplicated genes (A and B) in human show 13 differences across 200 sites. The two genes show 44 (A) and 55 (B) differences, respectively, across 200 sites when compared to a single mouse gene (C). What is the substitution rate between A and B?

Jukes-Cantor formula:

K = -3/4 ln (1-(3/4)p)

Answer: There was an error in the Jukes-Cantor formula we gave. The correct Jukes-Cantor formula is K = -3/4 ln (1-(4/3)p). Using the correct Jukes-Cantor formula, the rate is 0.068 for AB (0.0375 with the erroneous formula).

(3 points) How much faster is the gene B lineage evolving compared to the gene A lineage?

We did not grade this part as the answer was a little esoteric. Everyone got three points for this part.

Question 2. Comparative Genomics

A. (2 points) Name two sources from which one can estimate the rate of neutrally evolving DNA. What caveats might be associated with using each of these particular estimates?

Ancient syntenic repeats and wobble positions in coding regions. Repeats may not evolve at the neutral rate due to high rates of duplication, deletion and gene conversion. Some repeats may also have functions we don’t know about. Selection for particular codons (codon bias) can cause wobble positions to evolve non-neutrally.  Pseudogenes are also another possible source for estimation of neutral DNA.  The caveat is that you need to be sure that they have been a pseudogene for a while, so the rate estimation is more accurate.

Using rRNA or other constrained elements would NOT give you NEUTRALLY evolving DNA.

B. The binomial distribution, P(X=n) = pn(1-p)N-n( N!/N-n!n!) , can be used to determine the significance of observing n conserved nucleotides in a stretch of a multiple alignment N bases long as long as one has a good estimate of p, the frequency of observing an identity in alignments of neutrally evolving DNA.

(4 points) Suppose you download and globally align the genomes of five strains of E. coli to each other. Each genome is roughly 5 million base pairs in length. Because these strains are closely related virtually the entire genome of each species is present in the alignment.  In the coding regions 40% of the wobble positions are identical in all five species. If you consider only one single 10 bp stretch of this alignment, how many matches within this one window would you need to observe in order to conclude with 95% confidence that this stretch of 10 bp is a conserved sequence.

P(X=0) = 0.40(1-0.4)10-0(10!/(10-0!)0!) 
=0.0060466176

P(X=1) = 0.41(1-0.4)10-1(10!/(10-1!)1!) 
=0.040310784

P(X=2) = 0.42(1-0.4)10-2(10!/(10-2!)2!) 
=0.120932352

P(X=3) = 0.43(1-0.4)10-3(10!/(10-3!)3!) 
=0.214990848

P(X=4) = 0.44(1-0.4)10-4(10!/(10-4!)4!) 
=0.250822656

P(X=5) = 0.45(1-0.4)10-5(10!/(10-5!)5!) 
=0.2006581248

P(X=6) = 0.46(1-0.4)10-6(10!/(10-6!)6!) 
=0.111476736

P(X=7) = 0.47(1-0.4)10-7(10!/(10-7!)7!) 
=0.042467328

P(X=8) = 0.48(1-0.4)10-8(10!/(10-8!)8!) 
=0.010616832

P(X=9) = 0.49(1-0.4)10-9(10!/(10-9!)9!) 
=0.001572864

P(X=10) = 0.410(1-0.4)10-10(10!/(10-10!)10!) 
=0.0001048576

P(X>=7) = P(X=7) + P(X=8) +P(X=9) + P(X=10) 
= 0.0547618816 

P(X>=8) = P(X=8) +P(X=9) + P(X=10) 

= 0.0122945536

Since P(X>=7) > 0.05 and P(X>=8) < 0.05 a 10 bp window with 8 or more matches is significant at P < 0.05

C. (2 points) Now suppose that you slide a 10 bp window across the entire alignment. How many windows would you expect to pass the significance threshold you found in part B simply by chance (false positives)?

0.0122945536  * 5,000,000  =  61472.7679999999

D. (2 points) How could you change your experiment or analysis to choose a threshold for which you expect no false positives?

You could raise the threshold for the number of matches, but, even if you only take windows in which all 10 bp are conserved you would still expect 

0.0122945536 * 5,000,000 = 524.288 windows to pass the threshold by chance.

Your best bet would be to add more genomes into the analysis, especially from more distantly related species to decrease the probability of a base being conserved in all genomes to be lower than 0.4.  Alternatively you could increase the window size to something larger than 10 bp and recalculate a threshold that would survive the correction for multiple hypotheses.

Question 3.  Human Genetic Diversity

A. Consider two populations that have been genotyped at four biallelic SNP markers. The four markers are unlined. The frequencies of the alleles in the two populations are as follows:

Population 1



Population 2

A1 = 0.3, A2 = 0.7


A1 = 0.2, A2 = 0.8

B1 = 0.4, B2 = 0.6


B1 = 0.6, B2 = 0.4

C1 = 0.5, C2 = 0.5


C1 = 0.4, C2 = 0.6

D1 = 0.3, D2 = 0.7


D1 = 0.4, D2 = 0.6

(4 points) From which population is an individual with the genotype A2, B1, C2, D1 more likely to come? How much more likely is this individual to come from the population you chose?

Population 1:  0.7*0.4*0.5* 0.3 = .042

Population 2:  0.8*0.6*0.6*0.4 = .12

Population 2 more likely.

.115/.042 =2.7 therefore this individual is nearly three times as likely to come from Population 2 as from Population 1.

B. (2 points) Fst is a measure of the amount of genetic variation between populations relative to the genetic variation within populations. It is often used as a measure of how different two populations are from each other. The definition of Fst is:

Fst = variation between populations/(variation between populations + variation within populations)

What is Fst between the following two populations?  The allele frequencies at four biallelic loci are given below. The markers are unlinked.

Population 1



Population 2

A1 = 0.0, A2 = 1.0


A1 = 1.0, A2 = 0.0

B1 = 0.0, B2 = 1.0


B1 = 1.0, B2 = 0.0

C1 = 0.0, C2 = 1.0


C1 = 1.0, C2 = 0.0

D1 = 0.0, D2 = 1.0


D1 = 1.0, D2 = 0.0

Fst =1. There is no variation within either population and all of the variation is between populations.

C. (4 points) Fst among human populations is generally low (between 3% and 15%) Despite this individuals can often be classified as belonging to a particular population based on their allele status at a few hundred markers. Describe why these classifications can be robust despite a low value for Fst.

Several reasons. Fst may be low but some alleles may be completely specific to particular populations, particularly newly arisen alleles. Even if there are no alleles that are completely specific to one population, small differences in allele frequencies at many loci between populations make it unlikely to observe certain combinations of alleles, and reliable classifications can be made for the majority of individuals. Linkage disequilibrium between markers can also make it much more likely to see certain combinations of alleles in particular populations.

Question 4:  The Rare Variant Hypothesis

1. If approximately 45 million bases of haploid genomic DNA are coding  (1.5% of 3 billion bases), and the error rate is ~ 10^-9, then how many new mutations in a coding sequence are introduced per generation per individual?  In other words, how many new mutations are present in a child that are not present in the mother or father?

An average of 2*45e6*1e-9 = 0.09 mutations

2. What is the probability of 2 new mutations occurring in a single individual?

Use Poisson, lambda = 0.09, x =2 

p = 3.7e-3

3. Here we explore whether rare variants can be cumulatively common, and thus explain common diseases?  Assume that, for a given gene, a mutation that affects the function of the gene (either a hypomorphic or hypermorphic mutation) occurs in 1 individual out of every 200 individuals sampled.  If 20 genes are involved in a particular disease, what is the probability that an individual will have a functional variant in at least 1 of these genes? 

Probability of 1 or more = 1= Probability of 0 = 1- (1/200)^0(199/200)^20 = 0.095

4. If 100 genes are involved in a particular disease, what is the probability that an individual will have a rare variant in 1 of these genes?  

Probability of 1 or more = 1= Probability of 0 = 1- (1/200)^0(199/200)^100 = 0.095 = 0.39

5. Explain why rare variants are difficult to find using genome-wide association studies?

The mutations will be present on all haplotype backgrounds and so no single haplotype will correlate with disease.

Question 5. LD, haplotypes, and Association Analysis.

1) Suppose you have collected a general, population-based sample of 100 2-locus haplotypes for two SNP loci, A and B, that are within 10 kb of each other in an important candidate gene for disease X.  Suppose the allele frequencies at locus A are p(A1) = 0.5 and p(A2) = 0.5, and the allele frequencies at locus B are p(B1) = 0.2 and p(B2)= 0.8.

1a)  (2 pts) What are the four expected haplotype frequencies p(A1B1), p(A1B2), p(A2B1), p(A2B2) under the assumption of independent assortment?  

Solution:

Expected frequency for the A1B1 haplotype = p(A1) * p(B1) = (0.5)(0.2) = 0.1

Expected frequency for the A1B2 haplotype = p(A1) * p(B2) = (0.5)(0.8) = 0.4

Expected frequency for the A2B1 haplotype = p(A2) * p(B1) = (0.5)(0.2) = 0.1

Expected frequency for the A2B2 haplotype = p(A2) * p(B2) = (0.5)(0.8) = 0.4

1b)  (4 pts) Suppose you find that the two SNPs are in complete linkage disequilibrium (|D’|=1).  Fill in both 2x2 tables below to indicate the two different ways in which this can occur.  That is, fill in each 2x2 table to correctly describe the appropriate observed haplotype counts, and also the allele counts, for two loci that have |D’| = 1 and have the above allele frequencies.

Table 1:

   B1  
      B2          total

 1:
  A1

         A2





total

Table 2:

   B1  
      B2          total

 1:
  A1

          A2





total

Solution:  The two possible tables are (the order given doesn’t matter)



   B1  
      B2          total

 1:
  A1

         A2





total




   B1
             B2          total

 2: 
 A1


 A2



1c)  (2 pts) What is the value of r2 for each of the two tables above?  (You may directly calculate r2, or cite arguments discussed in class, or a combination of these.)  If your value of r2 equals 1, explain why this makes sense; if your r2 does not equal 1, explain why that makes sense. 

Solution.  

For the table in which the A1B1 cell is zero, D = h11 - p(A1) * p(B1) = 0 – 0.1 = -0.1, and r2 = (D2)/(p(A1)* p(A2)* p(B1)* p(B2)) = (.01)/(.5*.5*.2*.8) = 0.25

For the table in which the A1B1 cell is 20, D = h11 - p(A1) * p(B1) = 0.2 – 0.1 = 0.1, and r2 = (D2)/(p(A1)* p(A2)* p(B1)* p(B2)) = (.01)/(.5*.5*.2*.8) = 0.25

(A slight shortcut is to do just one calculation and then note that the r2 value for the two tables must be equal because one SNP has minor allele frequency of 0.5 and therefore the r2 value will stay the same.)

The only way for r2 to equal 1 is if the minor allele frequencies at the two loci match AND the minor alleles always co-occur on a haplotype.  Another way of saying this is that r2 equals 1 if and only if there are two zero cells on a diagonal – i.e. the correlation is perfect and we have perfect prediction of allele status for either locus given the other.  Both the tables have only one zero cell, and do not lead to perfect prediction, so r2 must be strictly less than 1.

5d) (2 pts) Suppose these two SNPs are the only known common SNPs in that gene. Given your answers above, would you recommend that researchers interested in testing the candidate gene for association with disease X genotype both these SNPs, or is genotyping only one sufficient (and if so, does it matter which one)?  Explain/justify the reasoning behind your recommendation and the potential effect on statistical power to detect a true disease gene.

Solution: The low r2 of 0.25 between them means that both SNPs should be genotyped (even though the |D’| is high!) – they are not good tags for each other and the power loss from genotyping only one is considerable.  If one of these SNPs turns out to be the “real” disease-causing variant, and only the other is genotyped, Pritchard and Przeworski’s formula tells us that we would need a sample size 1/(r2) as large – that is, four times as large - to have the same power to detect the true variant as we would if we had genotyped the “right” SNP.   

Equations

Probability Distributions:

Poisson 

[image: image1.png]for z=0,1,2,



where

· e is the base of the natural logarithm (e = 2.71828...) 

· x is the number of occurrences of an event - the probability of which is given by the function 

· x! is the factorial of x

· λ is a positive real number, equal to the expected number of occurrences that occur during the given interval. 

Binomial
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n = number of trials

k = number of successes

p = probability of success

Gaussian or Normal 
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Sigma = standard deviation

Mu = mean

Equations from Population Genetics 

Rate of fixation (neutral model)

K = u

Heterozygosity

Ht = (1-1/2N)t H0

Mutation Drift balance

Heq = 4Nu/(1+4Nu)

Mutation-Selection balance

q = u/hs

Jukes Cantor

P(D) = ¼ + ¾ e-(4/3) D

D = average number of substitutions

P =  probability that the pair of aligned bases are identical
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